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REMOVING AMBIGUITIES IN CONCURRENT MONOCULAR
SINGLE-SHOT SPACECRAFT SHAPE AND POSE ESTIMATION

USING A DEEP NEURAL NETWORK

Emily Bates*, Simone D’Amico†

This paper addresses the concurrent estimation of pose and shape of an unknown
spacecraft from a single monocular image using a Convolutional Neural Network
(CNN). This task is affected by ambiguities due to perspective geometry and the
definition of body axes which limit the accuracy and robustness of previous archi-
tectures in rendezvous, proximity operations, and docking. In this paper, two new
approaches to this problem are investigated: first, new loss functions are defined to
better handle body axis ambiguities; second, a canonical definition of body axes is
aligned with the monocular camera at each step of the training process to remove the
ambiguities entirely. Both new approaches improve upon a naive baseline approach
when evaluated on images of unfamiliar spacecraft, with the ambiguity-aware net-
work reducing rotation error by nearly 10◦ and the ambiguity-free network providing
an estimate free of additional rotation error. Both approaches improve the shape re-
construction quality by approximately 17-20% of the baseline shape reconstruction
error metric.

INTRODUCTION AND MOTIVATION

Autonomous rendezvous, proximity operations, and docking (RPOD) technologies are essential
for future space missions such as in-space manufacturing, servicing, and inspection. Monocular
visual navigation during rendezvous with an unknown spacecraft provides a particular challenge:
any estimate of a target’s pose (relative position and rotation) depends on an estimate of its shape
and a definition of its body axes.

Convolutional neural networks (CNNs) are capable of single-shot or zero-shot concurrent estima-
tion of a target’s pose and shape. By training the network a priori on a dataset of spacecraft images,
the network learns to generalize about spacecraft geometry and the correspondences between the
pose and appearance, such that it can immediately generate an estimate when presented with an im-
age of an unseen spacecraft. These estimates may be used to rapidly initialize a downstream sequen-
tial estimation algorithm such as feature-based simultaneous localization and mapping (SLAM)1

or simultaneous navigation and characterization (SNAC),2 or they may be used directly as “mea-
surements” in a sequential filter. Various shape representations may be employed, including point
clouds, meshes, Gaussian splats, and shape primtives, among others.

Recent work by Park and D’Amico3 has proposed to simultaneously estimate a spacecraft target’s
pose and shape as separate outputs using an encoder-based Convolutional Neural Network (CNN).
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This approach represents a spacecraft’s shape as an assembly of superquadrics,4 shape primitives
that can be represented by 16 learnable parameters encoding size, shape, position, rotation, and ta-
pering expressed in with respect to the target’s body axis frame. By training the network offline with
a dataset of spacecraft images and shape models, the network is able to rapidly estimate spacecraft
shape and pose from a single input image. This initial coarse estimate may be sufficient to initialize
a sequential navigation filter or a higher-fidelity shape estimation technique such as Gaussian splat-
ting.5, 6 However, while the network shows strong reconstruction performance for spacecraft which
were seen during training, it struggles to reconstruct shapes of unseen spacecraft and displays high
rotation errors for all spacecraft. One likely cause of its limited performance in the test set is the
inherent ambiguities in its definition of the spacecrafts’ reference truth shape and pose labels in the
training dataset. While these issues have been noted in this particular network, they are expecetd to
arise in other data-driven architectures where shape and pose are simultaneously estimated, yet the
target lacks a canonical pose.

This paper presents an improved framework to train and evaluate a model like Park and D’Amico’s
to better handle shape estimation for unfamiliar spacecraft and rotation estimation for both known
and unknown spacecraft. Two architectural improvements are explored: 1) a re-implementation of
the loss functions which removes shape and pose ambiguities by considering valid permutations of
the respective estimates; and 2) a revised training architecture which redefines the target’s body axes
as parallel to the camera axes at each training step, effectively removing pose estimation from the
task.

The next section in this paper discusses prior work in this area and the current state of the art.
Then, the following section discusses the implementation of the CNN, including the network archi-
tecture and training losses. Next, experimental results are shown, followed by conclusions.

STATE OF THE ART

In sequential estimation approaches such as Simultaneous Localization and Mapping (SLAM), a
joint estimate of the target’s shape and pose is developed and refined over time. This paradigm can
also be extended to Simultaneous Navigation and Characterization (SNAC), a superset of SLAM.2

Typical monocular SLAM initialization employs structure from motion,7 where a batch of images
of the target with diverse view angles are required to build a concurrent model of the shape and pose.
This paradigm is challenging in space applications, where imagery is often sparse, low-bandwidth,
and characterized by low signal-to-noise ratios.

Recent sequential methods based on novel view synthesis (NVS), such as 3D Gaussian splatting8

and Neural Radiance Fields (NeRFs),9 provide an alternative approach to building a high-fidelity
visual representation of a scene. Nguyen et al.5 and Barad et al.6 demonstrated Gaussian splatting
for space rendezvous 3D scene reconstruction. Mergy et al.10 and Caruso et al.11 similarly trained
NeRF models to reconstruct scenes of a target spacecraft. When a NVS model is well-constructed,
the relative pose in an input image can be determined by minimizing image reconstruction error over
view angles.12 However, until a high-quality model is constructed, NeRF and Gaussian splatting
require external pose estimates to build the target model using multiple input images. Additionally,
because these models are typically trained online, they require storage of a large network and a
graphical processor.

Deep learning models enable the rapid generation of a shape and/or pose estimate from a sin-
gle input image. In previous work, encoder-based CNNs have shown success in single-shot pose
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estimation13 for known uncooperative spacecraft; however, this application assumes prior shape
knowledge. Mathihalli et al. introduced a deep learning-based approach to single-shot estimation
of a spacecraft’s shape, represented as an assembly of Gaussian splats.14 While early results were
promising, this approach has not yet been demonstrated with realistic input imagery capturing the
challenging lighting and noise conditions associated with space imaging, nor has it been used to
generate pose estimates. Park and D’Amico3 demonstrated the use of an encoder-based model for
concurrent shape and pose estimation of spacecraft. This approach represented spacecraft shapes
as an assembly of superquadric shape primitives, each represented by a relatively small number of
learnable parameters. While their model showed strong performance in reconstructing the shapes
of models which were seen during training, it often struggled to reconstruct the shapes of unseen
spacecraft, and rotation errors were high across both known and unknown spacecraft.

In the greater computer vision community, researchers have addressed the issue of ambiguities in
pose estimation due to symmetries in the target shape. Corona et al. define discrete or continuous
sets of “correct” rotations based on the target’s rotational symmetry.15 Pitteri et al. considers cases
of symmetry and quasi-symmetry, considering a set of rigid transformations that enable a particular
view of an object.16 Similarly, Manhardt et al. predicts multiple discrete or continuous poses for an
object depending on the visual information available to characterize the pose.17

METHODOLOGY

Neural network for pose and shape estimation

The use case neural network in this work builds upon the CNN introduced by Park and D’Amico
in 2023.3 The network estimates the target’s rotation as a 6D rotation vector, which may then be
converted to a direction cosine matrix eR 2 R3�3 before subsequent operations.18 Translation is
estimated as a 3D vector et 2 R3 representing the translation from the camera origin to the target
body frame origin. Thus, eR and et combined give an estimated transformation from the camera axis
frame to the target body axis frame.

The spacecraft shape is represented as an assembly of superquadric shape primitives,4 each of
which are encoded by 16 parameters estimated directly by the network. The parameters for the mth

primitive are given by
�m = [�m; �m; tm; rm;km] (1)

where �m 2 R3 parameterizes the primitive’s size, �m 2 R2 parameterizes its shape, tm 2 R3

gives the translation of the primitive’s center from the origin of the target body axis frame, rm 2 R6

gives its 6D rotation vector from the target body axis frame, and km 2 R2 parameterize tapering
along the primitive’s body x and y directions.3 To strike a balance between network capacity and
ability to represent diverse shapes, 8 superquadrics are used in each spacecraft assembly in this
work.

The network was trained and tested using the SPE3R dataset.3 This dataset contains 3D models
of 64 spacecraft; 57 of these are reserved for training, while the remaining 7 are reserved for testing.
For each model, 1,000 synthetic images of the spacecraft in realistic space-like lighting conditions
are provided. 800 images of each training spacecraft are used for training while the remaining 200
are used as a validation set. In effect, the validation set consists of unseen images of spacecraft
models which were seen during training, while the test set consists of images of spacecraft which
were not seen during training.
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Figure 1: CNN training architecture. Evaluations outside of the blue dashed box are only performed
during network training.

The network training architecture is shown in Figure 1. It is trained with a combination of loss
functions. The combined loss functionL total is given by

L total = wRL R + wtL t + wchamferL chamfer+ wreprojL reproj + wregL reg (2)

whereL R is rotation loss,L t is translation loss,L chamferis chamfer distance loss,L reproj is reprojec-
tion loss, andL reg is a collection of regularization losses. User-speci�ed relative weights applied to
each constituent loss function are indicated bywR, wt, wchamfer, wreproj, andwreg.

Translation loss is a measure of the error between the estimated target translationet and the refer-
ence truth translationt , given by

L t =
jjet � t jj

jj t jj
(3)

In Park and D'Amico's network,3 rotation loss gives the magnitude of the relative rotation between
the estimated target rotationeR and the reference truth target rotationR , computed as

L R = arccos

 
tr(R > eR ) � 1

2

!

(4)

Chamfer loss is a measure of two point clouds' similarity. For a simple comparison between two
point clouds, it is given by

L chamfer,R(S1; S2) =
1

jS1j

X

x 2 S1

min
y 2 S2

jj x � y jj2
2 +

1
jS2j

X

y 2 S2

min
x 2 S1

jj x � y jj2
2 (5)

whereS1 andS2 are each sets of points inR3. To evaluate the network's shape reconstruction per-
formance, the points inS1 are sampled from the surfaces of the superquadrics primitives according
to the sampling method introduced by Park and D'Amico,3 and the points inS2 are sampled from
the reference truth shape mesh.

Reprojection lossL reproj evaluates the ability to reproduce the camera scene using the CNN's
shape and pose estimates. A differentiable renderer creates a binary mask of the pixels occupied
by the target in the camera scene. When shape and rotation are given separately, as seen in the
reference truth data in the SPE3R dataset, the shape mesh is translated and rotated according to the
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accompanying translation vector and rotation matrix before rendering the binary mask. Hence, the
reference truth binary mask may be written asYmask (M true ; R ; t ), whereM true is the mesh repre-
senting the reference truth target shape. Similarly, when the network generates separate estimates
of rotation, translation, and shape (as superquadrics parameters), the estimated binary mask may be
written asXmask (� ; eR ;et ). The reprojection loss is the mean squared error between the reference
truth and the estimated masks, given by

L reproj =
1
n

nX

i =1

(Xmask (� ; eR ;et ) � Y mask (M true ; R ; t ))2 (6)

The regularization losses included inL reg are tapering loss and overlap loss, consistent with
the implementation by Partk and D'Amico.3 Tapering loss penalizes large values of the tapering
parametersk, encouraging the formation of cuboids and cylinders. Overlap loss penalizes excessive
overlap between primitives to promote the utilization of all primitives to form spacecraft parts.

In order to improve robustness to perspective and body axis ambiguities, updated formulations of
rotation loss, chamfer loss, and reprojection loss are given later in this paper.

Ambiguities in Target Body Axis De�nition

Figure 2: Four valid body axis triads for a notional spacecraft based on an ordering of principal
dimensions.

Unlike the everyday objects commonly used in computer vision pose estimation tasks, spacecraft
typically have no canonical “up” or “front” side. Therefore, a consistent rule is needed to assign
body-�xed axes to a spacecraft target in order to identify its pose. Each shape model in the SPE3R
dataset is de�ned with respect to a right-handed body axis triad whose origin is placed at the model's
volumetric centroid. The shape model is oriented such that body axis 1 is aligned with the target's
largest linear dimension, axis 2 is aligned with the second-longest dimension perpendicular to axis
1, and axis 3 is perpendicular to both axis 1 and 2.
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However, because this alignment rule is based on the dimensions of the satellites in the dataset,
there is no way to enforce consistency in the positive and negative directions of the axes across
satellite models. For a satellite with three unique volumetric dimensions, there are indeed four
unique assigments of body axes following the rule, shown in Figure 2. If the satellite is rotationally
symmetric, even more ambiguities can exist. Due to these ambiguities, shape-based loss functions
which compare the estimated shape to the reference truth shape will tend to penalize a network
output during training if it corresponds with a different alignment of the estimated body axes from
the reference truth alignment, even if it follows the principal-dimensions constraint. This leads
to poor measurements of reconstruction performance as well as poor convergence behavior of the
network.

It is hypothesized that this ambiguity may lead to poor shape reconstruction and pose estima-
tion performance for unseen spacecraft by the network as demonstrated by Park and D'Amico.3

While the network effectively memorizes the shapes and alignments of the training/validation set,
it struggles to reconstruct shapes in the test set containing unseen spacecraft. Rotation errors also
tend to be high in the test set, likely an additional result of alignment ambiguity: a pairing of pose
and shape that matches the input image well, but do not correspond with the reference truth space-
craft alignment, will be unfairly penalized, leading to a poor ability to learn to estimate rotation
angles. Beyond Park and D'Amico's network, any implementation that relies on a similar structural
de�nition of target body axis would suffer from the same de�ciency.

This paper proposes two new approaches to solve the encountered ambiguities due to body axis
alignment and perspective geometry. The �rst approach seeks to redesign the CNN loss functions
to account for ambiguities, and the second approach rede�nes the body axes of the spacecraft as
aligned with the monocular camera for each image used during training.

Ambiguity-Informed Loss Functions

New rotation and chamfer distance loss functions were developed to account for the inherent
ambiguities associated with assigning the target's body axes based on its principal axes. During
training, alternate versions of each loss function are computed based on each valid body axes triad.
Then, an alignment and rotation permutation are selected that minimize each constituent loss func-
tion. In this paradigm, the network is incentivized to estimate combinations of pose and shape
estimates that lead to a good match of the reference truth data. The combined loss function is given
by

L total = wRL R,P + wchamferL chamfer,P+ wtL t + wreprojL reproj + wregL reg (7)

The subscript P in the rotation and chamfer losses indicate that they consider permutations of the
estimate.

The permuted rotation loss functionL R,P considers all valid permutations of the estimated rota-
tion, where permutations consist of the original rotation estimate as well as a180� rotation about
each body axis. These permutations of the original rotation estmate are given by

eR P 2 eR �
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;
(8)
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Hence, the permuted rotation loss is given by

L R,P

�
eR ; R

�
= min

eR P

arccos

 
tr(R > eR P) � 1

2

!

(9)

Furthermore, a new implementation of the chamfer loss function is implemented which performs
a similar permutation on the points sampled from the surface of the estimated shape. Each point
cloud permutation is formed by rotating the estimated point cloudS1 by 180� around each body
frame axis

S1 2 Sest �
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(10)

whereSest is the point cloud sampled from the network's original shape estimate. Then, chamfer
distance is computed for each permutation as well as the original point cloud, and the lowest chamfer
distance is kept as the loss, given by

L chamfer,P(Sest; S2) = min
S1

0

@ 1
jS1j

X

x 2 S1

min
y 2 S2

jj x � y jj2
2 +

1
jS2j

X

y 2 S2

min
x 2 S1

jj x � y jj2
2

1

A (11)

Removing Shape and Pose Ambiguities

In an alternative paradigm, ambiguities in the target's shape and rotation are removed by assigning
a body axis frame that is parallel to the camera frame, such that it is always de�ned and unique. In
this approach, the network outputs only a set of superquadrics parameters and an estimate of the
translation from the camera origin to the primitives' origin. Because the target's body frame is
aligned with the camera frame, the rotation direction cosine matrix between the two is always the
identity matrix and is not estimated. In essence, the orientation of the target's structure at imaging
time is encoded in the individual superquadric primitives rather than through a rigid body rotation of
the shape estimate. Hence, at inference time, the network produces a shape model that reproduces
the appearance of the target in the input image. Figure 3 compares this body axis de�nition to the
structurally aligned de�nition used in the other network architectures.

To train this version of the network with a dataset such as SPE3R which decouples shape and
pose, shape-based loss functions are adapted so that the reference truth shape is rotated by the
reference truth rotation matrix. In practice, new body axes are assigned to the reference truth shape
that align with the camera axes but are translated by the relative position of the target. Rotation loss
is no longer used, as the target rotation is always known and corresponds to the identity matrix. The
updated combined loss function is given by

L total = wtL t + wchamferL chamfer,R+ wreprojL reproj,R+ wregL reg (12)

Here, chamfer loss is calculated as in Equation 5; however, the reference truth point cloud is
rotated by the reference truth rotation before evaluating. The rotated reference truth point cloud is
given by

S2 = R � Srt (13)
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(a) Rotated spacecraft with body-�xed axes aligned along principal target dimensions

(b) Rotated spacecraft with body-�xed axes aligned parallel with camera axes

Figure 3: Simulated views of a camera observing a target spacecraft during rendezvous, showing
the two approaches to applying target body axes.

whereSrt is the set of points sampled from thee reference truth shape mesh andR is the reference
truth target rotation.

Reprojection loss is calculated as in Equation 6, but because the rotation here is the identity
matrix, the estimated mask is simply given byXmask (� ;et ).

Experiments

The baselinecase in this paper is based on the best-performing network introduced by Park
and D'Amico.3 It uses the conventional forms of the loss functions described in the Methodology
section.

Next, anambiguity-awarenetwork was implemented using the permuted loss functions described
in Equations 9 and 11, along with the conventional reprojection and translation losses. Unlike the
baseline implementation, the estimated pose is used in the reprojection loss rather than the reference
truth pose.

Third, anambiguity-freenetwork was implemented using the rotated reference truth point cloud
in its chamfer loss calculations and without any rotation applied to the estimated shape mesh in the
reprojection loss, along with the conventional translation losses. As in the prior case, the estimated
pose is used in the reprojection loss.

Table 1 summarizes the hyperparameters used in the training of the three networks. During
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Table 1: Training Hyperparmeters

Network Baseline Ambiguity-Aware Ambiguity-Free

Training Epochs 100 100 100
Batch Size 32 32 32

wchamfer 10 10 15
wreproj 1 3 3

wR 0.1 0.2 -
wt 0.1 0.1 0.1

prototyping, loss weights were selected that led to strong performance by the ambiguity-aware and
ambiguity-free networks. Because a full sweep of possible hyperparameters was not performed,
these do not necessarily represent optimal training hyperparameters.

RESULTS

Evaluation Metrics

The network is evaluated based on its ability to reproduce the reference truth shape, translation,
and rotation (where relevant). L1 chamfer distance is used to evaluate shape reconstruction quality,
again based on a point cloud sampled from the reference truth shape mesh and a point cloud sampled
from the estimated superquadrics assembly. L1 chamfer distance is given by

dL 1� C (S1; S2) =
1

jS1j

X

x 2 S1

min
y 2 S2

jj x � y jj2
1 +

1
jS2j

X

y 2 S2

min
x 2 S1

jj x � y jj2
1 (14)

As with the training loss in the ambiguity-aware case, it is also possible to consider permutations
of the estimated shape when computing this metric. In the permuted case, the chamfer distance is
given by

dL 1� C;P (S1; S2) = min
S1

0
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min
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jj x � y jj2
1 +

1
jS2j
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min
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jj x � y jj2
1

1

A (15)

whereS1 is seleced from a permuted set as shown in Equation 10. For the ambiguity-free case, the
reference truth points are rotated by the reference truth rotation as in Equation 13 before computing
chamfer distance.

Rotation errorER and translation errorET are calculated identically to rotation loss as shown in
Equation 4 and Equation 3, respectively. As in training, the rotation error may also be permuted as
in Equation 9.

All metrics shown in Table 2 are averaged across 100 images of each spacecraft in the validation
and test sets. Because the training dataset uses unit-scaled shape models, the chamfer distance
metric may be intepreted as a fraction of the target's scale. For instance, if a spacecraft's largest
dimension is 10 m, a computed chamfer distance of 0.1 would correspond to 1 m of absolute chamfer
distance. Similarly, because translation errorET is normalized by the translation magnitude, it is
best viewed as a fraction of the true separation distance.
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Figure 4: Example shape estimates for four targets in the validation set.
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