
(Preprint) AAS 26-839

GAUSSIAN SPLATTING BASED GUIDANCE STRATEGY FOR
SHAPE RECONSTRUCTION OF UNKNOWN SPACE OBJECTS

Sidharth Anantha*, Pol Francesch Huc†, Yuji Takubo†, Simone D’Amico‡

On-orbit inspection missions to known space objects have started to demon-
strate operational capability, while inspection of unknown objects remains an open
challenge. Existing work investigates object shape reconstruction from prescribed
observations, while guidance methods typically do not use the state of a learned re-
construction to decide when active orbit switching is warranted. This gap is most
important when passive relative motion does not provide sufficient body-frame
viewpoint diversity, causing a static inspection orbit to repeatedly observe similar
target surfaces. This work explores shape reconstruction with active maneuvers by
proposing an autonomous guidance framework that integrates 3D Gaussian Splat-
ting (3DGS)–based shape reconstruction into relative orbit selection. Within this
framework, the 3DGS model is used to determine when images from the current
orbit have diminishing value and which low-∆V candidate orbit should be visited
next. A saturation criterion on held-out 3DGS reconstruction loss triggers the next
guidance decision. The next relative orbit is then selected from a predefined can-
didate set using gradient sensitivity from the refined 3DGS model to estimate the
trade-off between estimated reconstruction utility and the control cost of the trans-
fer. By deriving the guidance strategy directly from the 3DGS model, the proposed
framework aligns relative motion planning with the objective of improving shape
reconstruction. Simulations in low Earth orbit show that the proposed strategy
provides the greatest benefit in the Earth-fixed attitude case, where observations
from a static orbit provide limited viewpoint diversity. In this case, the method
improves per-pixel RGB L1 image loss by 17.64%, while requiring only 40.75%
of the maneuvering ∆V used when compared to naive strategies. This demon-
strates a principled way to couple guidance strategy with 3D shape reconstruction
through the sensitivity of the refined model.

INTRODUCTION

The rapid expansion of satellites in orbit has made on-orbit inspection and Space Situational
Awareness (SSA) increasingly important for anomaly diagnosis, resident space object characteriza-
tion, servicing, and debris-removal missions. To date, the majority of the rendezvous, proximity op-
erations, and docking (RPOD) missions are performed for known or cooperative targets, often with
prior information about the target geometry, mass properties, or operational state.1, 2 In contrast,
autonomous inspection of unknown, non-cooperative objects remains less mature than inspection
of known targets.

For unknown targets, trajectory planning for the inspection is fundamentally coupled to percep-
tion: the servicer must estimate the target’s relative pose, infer its shape, and determine which
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observations are most useful for reducing uncertainty. This simultaneous pose and shape estimation
problem remains challenging, especially with limited sensing through a single monocular cam-
era, sparse viewpoint diversity, difficult illumination conditions, texture-poor surfaces, and possible
target motion.3–6 In the prior art and missions in practice, an end-to-end integrated navigation-to-
guidance strategy for the unknown target with realistic operational complexity (e.g. illumination
conditions) and uncertainties, has not yet been solved.

Existing research partially addresses this problem with different strategies. Classical vision and
navigation methods, including Structure from Motion (SfM) and visual Simultaneous Localization
and Mapping (SLAM), provide tools for estimating pose and structure from imagery.7–9 Recently,
learned image-based representations such as Neural Radiance Fields (NeRF), neural visibility fields,
and 3D Gaussian Splatting (3DGS) have enabled reconstruction and novel-view synthesis from im-
ages with known pose.9–12 In parallel, spacecraft inspection guidance methods have studied safe rel-
ative trajectories and Next-Best Orbit Selection (NBOS), in which the orbit is periodically changed
and selected through an optimization using geometric proxy metrics such as surface coverage, ob-
servation frequency, landmark uncertainty, illumination, and maneuver cost.3, 4, 13 However, these
two lines of work remain largely decoupled. Learned reconstruction methods can refine a shape es-
timate from collected imagery, but typically assume the image sequence or inspection trajectory is
prescribed. Conversely, spacecraft guidance methods can select safe and fuel-aware relative orbits,
but typically do not use the state of a learned image-based reconstruction to determine whether a
new view will actually improve the model. This gap is important because passive or geometrically
planned observations may repeatedly image already well-constrained regions, while active orbit
changes can be costly. A reconstruction-aware guidance policy is therefore needed to decide when
additional images from the current orbit have diminishing value and when a low-∆V transfer to a
new viewpoint is justified by the expected improvement to the learned shape model.

To address this gap, this paper proposes a novel image-based guidance strategy for on-orbit
inspection with explicit consideration of the shape reconstruction and ∆V orbital maneuvering
cost. The approach leverages information from a 3DGS model that is learned in-the-loop to au-
tonomously determine both the switching time between relative orbits and the highest-scoring can-
didate orbit for transition. This pipeline enables the guidance algorithm to balance orbit transfer
cost (∆V ) against a sensitivity-based estimate of reconstruction utility within the model, thereby
supporting reconstruction-aware inspection. The contributions of this paper are threefold. First,
a reconstruction-aware relative guidance framework is developed for unknown-target inspection
under assumed relative-pose knowledge. Second, a 3DGS-derived parameter-sensitivity score is
integrated with maneuver cost to select feasible candidate relative orbits. Third, numerical simula-
tions demonstrate that active orbit selection is most beneficial when natural target-relative motion
provides limited viewpoint diversity, achieving 17.64% lower per-pixel L1 loss relative to the static
V-bar baseline while requiring 59.25% less ∆V than a naive sequential orbit-switching policy.

The remainder of the paper proceeds as follows. First, the state of the art in the guidance strategy
for on-orbit inspection is discussed. Next, the proposed architecture and methods are introduced,
with specific mechanics on how the 3D model is refined and used to select new orbits. Lastly,
numerical experiments then compare the proposed guidance strategy against passive and sequential
baselines, followed by conclusions and future work.
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RELATED WORKS

This section reviews prior work relevant to reconstruction-aware guidance for on-orbit inspection.
The discussion is divided into spacecraft 3D shape reconstruction methods that operate on a fixed
set of imagery, and guidance strategies that determine which imagery to acquire in order to improve
reconstruction performance.

Spacecraft 3D Shape Reconstruction

Spacecraft shape reconstruction methods differ in their target geometry representations. Classical
vision-based approaches include SfM and visual SLAM. SfM estimates camera poses and sparse
three-dimensional structure from multi-view image correspondences, while SLAM and filtering
methods estimate relative motion together with a sparse map of visual landmarks.7–9 These meth-
ods provide a foundation for unknown-target characterization. However, they often produce sparse
landmarks or point-cloud reconstructions rather than dense image-based models, and their perfor-
mance can depend strongly on feature availability, illumination conditions, and reliable data associ-
ation. Learned image-based representations provide an alternative approach for sparse point-based
reconstruction. Novel View Synthesis (NVS) methods learn a scene representation from posed im-
ages and synthesize images from camera viewpoints that were not included in the training set. One
example is Neural Radiance Fields (NeRF), which represent a scene as a continuous volumetric ra-
diance field and have demonstrated high-fidelity novel-view synthesis from multi-view imagery.14

However, NeRF-style methods require dense ray sampling and neural-network inference during
rendering and optimization, which can be computationally expensive for real-time or resource-
constrained spacecraft applications.15 3D Gaussian Splatting (3DGS) has recently emerged as a
computationally efficient representation for high-fidelity image-based reconstruction.16 3DGS rep-
resents a scene using explicit anisotropic Gaussian primitives with position, covariance, opacity,
and color parameters. Recent extensions have begun to address related limitations of the origi-
nal formulation. For example, 2D Gaussian Splatting (2DGS) replaces volumetric Gaussians with
oriented planar Gaussian disks to improve view-consistent surface geometry, while illumination-
informed 3DGS incorporates known Sun-vector information to improve reconstruction under dy-
namic spaceborne lighting.17, 18 Since rendering is performed through differentiable rasterization
rather than dense neural ray marching, 3DGS supports efficient rendering and model refinement.
These properties make 3DGS attractive for spacecraft inspection, where rapid model updates and
image-based reconstruction metrics are desirable.5 Compact parametric representations, such as
superquadrics, have also been investigated for spacecraft shape estimation. Superquadrics approxi-
mate object geometry using a small number of interpretable parameters, which can reduce memory
and compute requirements.19 However, image-space sensitivity and uncertainty measures are more
commonly implemented for NeRF and 3DGS methods.11, 20 This motivates the use of 3DGS in the
present work as the shape representation from which reconstruction-aware guidance information is
derived. Recent spacecraft-focused studies have demonstrated 3DGS-based shape reconstruction
of unknown spacecraft from imagery collected in a single orbit.9, 12 Issitt et al. 9 study reliable
monocular SfM and 3DGS reconstruction under realistic orbital lighting and prescribed inspection
trajectories, while Barad et al.12 formulate an object-centric 3DGS approach for online recon-
struction and six-degree-of-freedom tracking using collected images on orbit. These works address
important perception challenges, including pose recovery, lighting effects, and reconstruction reli-
ability. However these works do not formulate 3DGS reconstruction as a relative-orbit guidance
problem, and rather investigate learning shape from a single static trajectory.

3



Guidance Strategy for On-Orbit Inspection

During proximity operations, a servicer may maintain safe relative motion around the target. This
requirement is traditionally achieved via choosing a passively safe relative orbit geometry.21 These
trajectories enable the servicer to observe the target from several viewpoints and collect images
useful for inspection or state estimation. However, when the target maintains a fixed attitude relative
to the servicer, these standard relative orbits may not provide sufficient geometric diversity for full
target characterization. In such cases, actively modifying the servicer’s relative orbit can generate
new viewing geometries, enabling improved visual coverage and more complete reconstruction of
the target spacecraft’s shape.

To select between different possible relative orbits, NBOS for spacecraft inspection focuses on
metrics that either minimize the number of unseen surfaces, or minimize the uncertainty of already
seen features. Previous studies consider multi-objective trade-offs among fuel consumption, illumi-
nation geometry, surface coverage, and landmark uncertainty for known target shapes.3, 4, 13

However, these methods typically assume an a priori surface model or simplified geometric proxy
rather than estimating an unknown three-dimensional shape from imagery. In addition, geometric
coverage metrics do not directly capture the image-space quality or reconstruction utility of the
acquired measurements. For example, methods that discretize the target as a point cloud13 may
assign high coverage to images captured from a far range, even though such images can have low
resolution and limited informational value. Conversely, a closer pass may cover fewer surface points
while yielding more informative imagery. Similarly, repeated visits to the same region are of limited
value if all corresponding images are acquired from distances at which target features are poorly
resolved. These limitations motivate a formulation that directly accounts for the acquired images
and their error relative to the learned reconstruction, such as image-based methods based on Novel
View Synthesis (NVS).

Recent work in the terrestrial robotics field has shifted towards using NVS models to quantify
uncertainty of the shape model directly. Recent active NeRF methods quantify information gain
of viewpoints through predicted radiance uncertainty, enabling viewpoint selection without collect-
ing images on-orbit at unseen poses.10, 11 By using uncertainty metrics, noisy measurements and
unobserved regions can be separately distinguished in neural visibility field models, and therefore
the next best viewpoint to explore unobserved regions can be selected. More recently, prior work
proposes using Fisher information to estimate view utility by measuring how sensitive rendered
images are to underlying scene parameters, enabling candidate views to be ranked using gradients
of the learned rendering model without explicit probabilistic radiance modeling.20 Although these
neural approaches represent a more expressive way of modeling uncertainty, they require heavy
inference and NeRF-style training loops. Furthermore, these methods do not account for space
mission-relevant constraints, including orbital dynamics, collision avoidance, ∆V budgets, and on-
board computational limitations.

Taken together, to the best of the author’s knowledge, there are no existing methods that di-
rectly couple learned image-based shape reconstruction with relative orbit selection for autonomous
spacecraft inspection. Geometry-based guidance methods score candidate trajectories using proxy
visibility metrics, whereas existing shape reconstruction pipelines refine shape estimates without
consideration of trajectory planning. This motivates a guidance framework in which the quality of
the learned 3D shape estimate directly informs when to move to which relative orbit.
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METHODOLOGY

In this section, an in-depth review of the proposed methodology is covered. The proposed solution
executes the following framework to acquire the next set of images, as shown in Figure 1. The
navigation portion of the pipeline begins by collecting a sequence of images while the servicer
remains in its current relative orbit around the target. The resulting image set is then used to refine
a 3DGS shape estimate.16 Through multiple refinement epochs on the accumulated observations,
the model progressively improves its representation of the target geometry, detailed in subsection
3D Gaussian Splatting Model. This navigation loop continues while new images are added and
the model is refined. When the evaluation image set used to refine the 3DGS model saturates, as
detailed in subsection Saturation-Based Orbit Switching, this indicates that additional observations
from the current orbit produce diminishing reconstruction improvement.

Once saturation is reached, the guidance portion of the framework evaluates candidate relative
orbits to determine where the next observations should be collected. Covered in subsection Or-
bit Candidates, a discrete set of orbit candidates and associated camera poses are sampled from a
prescribed series. For each candidate, two quantities are computed: the transfer cost based on the
required maneuver ∆V , obtained using a linear relative orbit transfer solver for impulsive maneu-
vers,22 and a parameter sensitivity term Jfeature, which provides a local proxy for the reconstruction
utility of that viewing geometry with respect to the current 3DGS model. Detailed in subsection Im-
plementation of Parameter Sensitivity, this sensitivity term is computed sparsely at several locations
along each orbit to reduce computational cost. These scalar terms are combined into the following
objective function:

maximize J = γ · Jfeature − (1− γ) ·∆V, (1)

where γ weights reconstruction benefit, in terms of gradients of 3DGS parameter units, against
maneuver cost, in terms of m/s. To provide a useful comparison, the weighting parameter γ is
adaptively scaled to normalize the ∆V and parameter sensitivity terms. At each orbit, the mean
values of both terms are computed, and γ is selected such that their averages are equal, ensuring
balanced contribution in the objective function.

The candidate maximizing this objective is selected as the next best orbit, after which control
actions are applied to transfer to the selected trajectory and image collection resumes, thus closing
the navigation-guidance loop. One full Earth orbit is considered a pipeline iteration. During a
pipeline iteration, it may or may not transfer orbits, depending on if refinement has saturated or not.

Key Assumptions

Several key assumptions are made in this work. First, the target pose is assumed to be always
perfectly known, while only the target shape remains unknown. The camera is assumed to be
calibrated, and with access to the target pose, the target spacecraft size can be estimated from its
angular span and known range. Additionally, perfect attitude control of the servicer is assumed, such
that the servicer’s camera is always pointing towards the target spacecraft’s center of mass. Perfect
lighting conditions are assumed, where the sun remains behind the servicer for all observations, and
both the servicer’s body and camera are transparent so that they do not cast a shadow on the target.
Finally, all rendering and model refinement are performed on an NVIDIA GeForce RTX 4090 GPU.
These assumptions simplify this proof of concept, and are acceptable as the focus of this work is on
demonstrating a guidance strategy that pushes the state of the art.
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Figure 1: Pipeline depicting proposed solution for imaging the target satellite. The pipeline is
divided into a navigation portion for target shape reconstruction, and a guidance portion for NBOS.
The guidance portion is triggered when refinement of the navigation model has saturated.

3D Gaussian Splatting Model

3DGS represents a scene using a set of anisotropic 3D Gaussians, each parameterized by a
mean position, covariance (shape and orientation), opacity, and spherical harmonic coefficients for
view-dependent color.16 Namely, the parameter vector of a specific Gaussian is given by w =
[µx, µy, µz, σx, σy, σz, α, SH1, SH2, . . . , SH48], where µ⃗ = [µx, µy, µz] defines the Gaussian po-
sition, σ⃗ = [σx, σy, σz] defines its covariance, α defines its opacity, and

−−→
SH = [SH1, SH2, . . . , SH48]

contains the spherical harmonic coefficients that parameterize the Gaussian’s view-dependent color,
allowing its appearance to vary with the camera viewing direction.16 The 3DGS method stores
scene geometries and appearances explicitly through these Gaussian primitives. Rendering is per-
formed by projecting each Gaussian onto the image plane and evaluating its contribution using a
differentiable rasterization pipeline. This is done via alpha-blending,16 where the contribution of
each Gaussian to the scene is weighted based on its opacity, color and distance from the cam-
era. During refinement, the 3DGS optimizer periodically resets Gaussian opacity values as part of a
standard procedure.16 This prevents early high-opacity primitives from permanently dominating the
rendered image and allows weakly supported Gaussians to be pruned or re-optimized. The opacity
reset introduces discontinuities in the feature score, though since it is applied across all candidate
viewpoints, the guidance component of the pipeline remains valid.

Despite these representational advantages, 3DGS has limitations when applied to spacecraft in-
spection. The learned Gaussian parameters provide an empirical appearance model rather than a
physical illumination model. Although spherical harmonics can represent view-dependent color,
they do not explicitly model time-varying Sun-target-camera geometry, eclipses, shadowing from
the servicer or view-dependent material reflectance. As a result, changes in illumination are ab-
sorbed into the learned appearance, which can be unrepresentative of the true target geometry.
3DGS is also sensitive to the accuracy of the estimated relative pose and viewpoint diversity, and
can yield poor quality and inaccurate reconstructions. These limitations motivate the idealized pose
and lighting assumptions used in this work. Finally, image-based losses measure 2D rendering fi-
delity and do not guarantee geometrically accurate 3D shape recovery, however this is addressed in
this work by computing 2D image-based losses from a wide variety of viewpoints to capture the full
3D structure of the target.

Evaluating 3DGS Image Reconstruction Loss 3DGS refinement minimizes the discrepancy be-
tween the rendered and collected images using a combination of pixel-wise and perceptual loss
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terms. The total loss is defined as:

L3DGS = (1− λ)L1 + λ (1− LSSIM) (2)

where λ is a hyper-parameter which balances the contribution of the two loss terms defined below.
The pixel-wise L1 loss directly compares the rendered and collected images across all pixels:

L1(I,R) =
1

Nv

NvX
t=1

1

|P|

jPjX
i=1



Ri
t − Ii

t




1

(3)

where Nv is the number of training images, |P| is the number of pixels in an image, and Ri
t, I

i
t ∈ R3

denote the normalized RGB pixel vectors at pixel i in the rendered and collected images at time t,
respectively. The L1 norm is taken over the three color channels. In contrast, the Structural Simi-
larity Index Measure (SSIM) evaluates similarity based on local structure, luminance, and contrast,
and is defined as:

LSSIM(I,R) =
(2µIµR + C1)(2σIR + C2)

(µ2
I + µ2

R + C1)(σ2
I + σ2

R + C2)
(4)

where µI and µR are the mean pixel intensities of the collected and rendered images, σ2
I and σ2

R are
the corresponding pixel-intensity variances, and σIR is the pixel-intensity covariance between the
collected and rendered images. Over an image region with |P| = H × W pixels, where H is the
image height and W is the image width, the single-channel statistics are computed as:

µI;c =
1

|P|
X

(i;j)2P

Iij;c, σ2
I;c =

1

|P|
X

(i;j)2P

(Iij;c − µI;c)
2 ,

σIR;c =
1

|P|
X

(i;j)2P

(Iij;c − µI;c) (Rij;c − µR;c) .

(5)

where Iij;c is the scalar pixel intensity at the (i, j) pixel and color channel c. L1 and LSSIM are
used both for refining the 3DGS model in Eq. 2 and for evaluating reconstruction quality across
candidate views. To further quantify reconstruction fidelity, Peak Signal-to-Noise Ratio (PSNR) is
introduced, which provides a logarithmic measure of reconstruction fidelity based on Mean Squared
Error (MSE):

PSNR = 20 log10

�
1√

MSE

�
, MSE =

1

N

NX
i=1

(Ri
t − Ii

t)
2. (6)

Additionally, Learned Perceptual Image Patch Similarity (LPIPS) compares feature activations ex-
tracted from a pretrained convolutional neural network for both the rendered and collected images.23

Rather than measuring pixel-wise error directly, it evaluates similarity in a learned feature space,
making it more sensitive to perceptual differences such as texture and structure. Together, these
metrics provide complementary measures of reconstruction quality, capturing both low-level pixel
fidelity and higher-level perceptual consistency, and are used consistently to evaluate image quality
across candidate trajectories.

Once a view has been rendered, the image metrics used in the training loss are inexpensive relative
to 3DGS rendering and backpropagation. For Nv rendered views with |P| = H×W pixels each, L1,
MSE, PSNR, and SSIM scale as O(Nv×|P|). The dominant cost of Eq. 2 is therefore differentiable
3DGS rasterization and gradient computation. LPIPS requires a pretrained network forward pass,
so it is used only for offline evaluation and not in the online guidance objective.
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Implementation of Gaussian Parameter Sensitivity

The key heuristic for determining whether a candidate view is informative is parameter sensitiv-
ity, which quantifies how strongly the rendered image changes with respect to perturbations in the
underlying 3DGS model parameters. This measures how sensitive the image is to small changes in
the scene representation. As the reconstruction is refined, well-constrained regions are expected to
become locally stable, i.e. small perturbations in the Gaussian parameters should not significantly
affect the rendered image. Conversely, regions of high sensitivity indicate that the rendered image
is locally sensitive to the current Gaussian parameters, where small parameter changes lead to large
variations in the rendered output.20 This sensitivity is therefore used as a proxy for reconstruction
utility. When viewing rendered 3DGS images in Figure 2, a high sensitivity typically corresponds
to poorly defined geometries, whereas low sensitivity corresponds to well defined geometries. A
qualitative validation of this relationship during iterative 3DGS refinement is provided in Subsec-
tion Demonstration of Gaussian Parameter Sensitivity Score, where reductions in peak sensitivity
are compared against improvements in rendered image quality.

Figure 2: Comparison of collected and reconstructed images at the same viewpoint, showcasing
variations of parameter sensitivities at different stages of the pipeline. The image on the left shows
an example rendered image from the Open Graphics Library (OpenGL) renderer.24 The middle
shows an image rendered at an early pipeline iteration with high parameter sensitivity, while the
right shows an image rendered at a late pipeline iteration with low parameter sensitivity.

The parameter sensitivity score is motivated by Fisher Information Radiance Fields (FisherRF).20

Parameter sensitivity is calculated via the gradient of the rendered image with respect to the 3DGS
model parameters. Let x ∈ R6 be the camera pose, w = [w>1 , . . . ,w

>
G]
> ∈ RD be the full

Gaussian model parameter vector across all G Gaussians, where D =
PG

g=1 Dg, and let wg ∈ RDg

be the parameter vector for Gaussian g. For an image with pixel set P , let Rp(x,w) ∈ R be
the rendered intensity at pixel p ∈ P . FisherRF20 observes that a view is informative when the
rendered image is strongly affected by small perturbations of the scene parameters. Under a local
Fisher-style approximation, this dependence is captured by the Jacobian of the image with respect
to the model parameters. In this work, the full Fisher matrix or Hessian over all 3DGS parameters
is not computed. Instead, for each sampled candidate pose, the current 3DGS model is rendered
once and the gradient of the rendered image with respect to the Gaussian parameters is obtained
through the same backpropagation machinery used during 3DGS training. This avoids numerical
finite-difference perturbations or repeated renderings for each parameter. Let wg;d denote the dth
scalar parameter of Gaussian g, where d = 1, . . . , Dg. The unfiltered sensitivity score for a rendered
view at camera pose x is then computed by aggregating the magnitudes of the first-order rendering
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gradients over all pixels, Gaussians, and Gaussian parameters:

gview =
X

p2P

GX

g=1

D gX

d=1

�
�
�
�
@Rp(x; w)

@wg;d

�
�
�
� : (7)

The summation in Eq. 7 is the scalar sensitivity quantity used in the implementation. Its inter-
pretation as information is approximate: it does not include second-order rendering derivatives or
cross-parameter correlations, and should therefore not be interpreted as a full Hessian, calibrated
uncertainty, or true information gain. As shown in Figure 3, many high-sensitivity regions can ap-
pear outside the spacecraft body due to inherent noise in the model. To mitigate this, a projected
bounding region is applied so that only pixels within the target extent contribute to the �nal sensi-
tivity score, and all other pixels are excluded. Since the camera is assumed to be calibrated, and
the target pose is known, the target spacecraft size, and therefore a bounding region radius, can be
estimated. The resulting sensitivity score is then normalized by the number of contributing pixels,
given by:

�g view =
1

jPbbox j

X

p2P bbox

GX

g=1

D gX

d=1

�
�
�
�
@Rp(x; w)

@wg;d

�
�
�
� : (8)

where Pbbox � P denotes the set of pixels within the projected bounding region of the target,
jPbbox j is the number of such pixels and Dg is the number of parameters for Gaussian g. As shown
in Figure 3, this prevents distant views from being ampli�ed if there is increased noise from that
viewpoint. This produces a single parameter sensitivity score per image, which can then be sampled
at multiple points along a trajectory (cf. Figure 4) and averaged to characterize the overall utility
of a candidate orbit. When the NBOS logic is triggered, �gview is evaluated at Ns coarsely sampled
poses along each candidate orbit and aggregated into an orbit-level reconstruction utility score:

Jfeature (�� i ) =
1

Ns

N sX

k=1

�g view (x i;k ): (9)

which is then used in the objective in Eq. 1. Although parameter sensitivity provides a useful view-
selection heuristic, it has several limitations. Because the score is local to the current 3DGS model,
high sensitivity may arise from rendering artifacts, �oating Gaussians, sharp image edges, pose
errors, or illumination changes. Conversely, regions that are completely unmodeled may have low
sensitivity if no Gaussians currently represent them. The score should therefore be interpreted as a
�rst-order proxy for the observability of the current reconstruction. The projected bounding-region
and averaging over multiple sampled poses are used to reduce these failure modes.
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Figure 3: Sensitivity heatmaps for the same viewpoint before and after applying the bound-
ing region. The image on the left shows the unedited sensitivity heatmap with a total score of
�g view = 71:7, while the image on the right shows the sensitivity heatmap after editing out irrelevant
Gaussians, with a total score of �gview = 57:5. Brighter colors indicate higher parameter sensitivity,
while darker colors indicate lower parameter sensitivity.

Saturation-Based Orbit Switching for Proposed Guidance Strategy

The iterative NBOS pipeline uses saturation of learning on the current orbit as a trigger for select-
ing the next orbit at the subsequent guidance decision epoch. This switching rule is adapted from
validation-based early stopping, in which a learning process is terminated when a held-out valida-
tion loss fails to improve for a prescribed patience interval.25 In this work, the criterion is used to
determine when additional images from the current relative orbit provide diminishing reconstruc-
tion improvement. Importantly, detecting saturation does not interrupt the current orbit, it only sets
a switch �ag that is evaluated after the current re�nement phase is complete.

During each pipeline iteration, the servicer collects images from a simulated orbit candidate.
When an orbit candidate is visited for the �rst time, 10% of the images collected during that visit
are randomly reserved as a validation set and excluded from 3DGS re�nement. The remaining
images are used for training. If the same orbit candidate is revisited later, the original validation set
for that candidate is reused while newly collected images are added to the training set. This ensures
that saturation is evaluated against a consistent validation benchmark for each visited orbit.

Let K denote the evaluation window, the maximum number of 3DGS optimization iterations
allowed before the guidance decision is reevaluated, and let P denote the patience threshold. The
parameter K bounds the processing time spent re�ning the model before the guidance logic is
reevaluated, while P speci�es how many consecutive non-improving loss-evaluations are tolerated
before declaring saturation. At each 3DGS iteration t � K, the current validation loss L3DGS;t (cf.
Eq. 2) is compared against the lowest validation loss observed so far, denoted L3DGS;min (t � 1).
With tolerance �, a 3DGS iteration is counted as an improvement only if:

L 3DGS;t < L 3DGS;min(t � 1) � �: (10)

If this condition is not satis�ed, a no-improvement counter ct is incremented. Otherwise, ct is reset
to zero and L3DGS;min is updated. Within the re�nement window, saturation is �agged when the
number of consecutive non-improving iterations reaches the patience threshold:

ct > P: (11)
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At the end of the re�nement window K, the guidance logic is reevaluated. If saturation was �agged
during the window, candidate orbits are scored and the next orbit is selected according to Eq. 1.
Otherwise, the servicer remains on the current orbit for the next pipeline iteration.

Selection of Orbit Candidates

When determining which orbit to switch to, a set of orbit candidates is exhaustively sampled and
scored, and the highest scoring candidate is selected. The orbit candidates are selected to provide
diverse viewing angles of the target spacecraft while still maintaining passive safety constraints.
Passive safety is de�ned here as the requirement that, following a loss of control, the uncontrolled
relative motion maintains a prescribed minimum miss distance from the target over a de�ned time
interval with a speci�ed statistical con�dence.26 This condition is enforced through constraints on
the relative orbit geometry, and applies for all candidates. The relative orbit candidates are de�ned
in terms of Relative Orbital Elements (ROEs), which are de�ned as a speci�c combination of the
two spacecraft's Keplerian orbital elements.27

The orbit candidates used in the simulations are summarized in Table 2 in the Appendix and
illustrated in Figure 4. The ordering corresponds to the global �V -optimal sequential traversal
initialized from Candidate 1. This optimization is done by solving the global traveling salesperson
problem, using the �V calculations between candidates as edge costs.22 Finding a global solution
is usually restrictive with satellite hardware, but since the sequential guidance strategy is akin to
a pre-calculated and scheduled guidance, these operations are expected to be undertaken during
mission planning on ground. The candidate orbits de�ne only the relative translational geometry
of the servicer with respect to the target. The target attitude determines which body-frame surfaces
are visible from each relative position and therefore strongly affects the reconstruction utility of
a candidate orbit. In this work, the target attitude is assumed to be known during rendering and
candidate scoring. Two attitude cases are evaluated in the numerical results: an inertially-�xed
attitude case, in which the target appears to rotate in the Radial-Tangential-Normal (RTN) frame,
and an Earth-�xed attitude case, in which passive V-bar observation provides limited body-frame
viewpoint diversity. Thus, the same relative orbit candidate set is used in both cases, but the image
content and sensitivity scores depend on the target attitude.

Figure 4: Visualization of trajectory sampling and orbit candidates used for evaluation. The image
on the left shows the sampling of an example trajectory at 10 evenly spaced intervals used for
computing metrics. The image on the right shows all relative orbit candidates used during pipeline
iterations, with each candidate indicated with C, and the target indicated with a red circle.
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The selection of orbit candidates directly in�uences the performance of the guidance algorithm.
If the candidate set does not provide suf�cient geometric diversity, portions of the target space-
craft may remain unobserved throughout the inspection sequence. For example, if all candidate
trajectories expose only one side of the target, the opposite side cannot be incorporated into the
reconstructed shape estimate. A fully generative method that designs new orbit candidates online
based on the current state of the reconstruction model would remove the need for manually de�ning
a diverse candidate set, but such an extension is outside the scope of this paper.

EXPERIMENTAL DESIGN

This section presents the test cases, experimental design, and numerical simulation implementa-
tion details. Two different target attitude con�gurations are considered in the simulation. In the �rst
con�guration, the target spacecraft attitude is held �xed in the Earth-Centered Inertial (ECI) frame
and therefore appears to rotate in the RTN frame. It is therefore referred to as the inertially-�xed
case. In the second con�guration, the target attitude is held �xed in the RTN frame, and is referred to
as the Earth-�xed case. For each attitude con�guration, multiple random initial attitude orientations
are sampled, with each orientation evaluated through a Monte Carlo simulation.

Three strategies are compared for each case. The �rst is a baseline, in which the servicer remains
in orbit candidate 1 throughout the mission with no use of the saturation criteria and therefore no
active maneuvering, corresponding to the conventional V-bar inspection approach.9 This is meant
to simulate the simplest and most �V ef�cient strategy, albeit not necessarily passively safe. If the
target is rotating relative to the servicer camera this provides viewpoint diversity for shape recon-
struction, though if the target and servicer maintain a �xed relative attitude, as in the Earth-�xed
case, only one viewpoint is collected throughout the simulation. The second is a sequential strategy,
in which the servicer maneuvers to the next consecutive candidate after every orbit. The trajectory
candidates are ordered to be �V -optimal when visited in this sequential pattern. By moving to
every candidate relative orbit, this strategy provides viewpoint diversity independent of the attitude
of the target. Additionally, this strategy ignores the saturation criteria and switches candidates ev-
ery orbit regardless of whether saturation has occurred. Because this strategy systematically visits
every candidate viewpoint, it approximates an upper bound on the amount of image diversity that
can be collected, given the candidate relative orbit set. However, it does so without considering
maneuver cost, resulting in a large cumulative �V expenditure. Finally, the third strategy is the
proposed guidance strategy, in which the servicer uses the saturation criteria to evaluate if a maneu-
ver should happen after every orbit. Instead of selecting the same or the next sequential candidate,
this strategy selects the orbit candidate that maximizes the objective function in Eq. 1, balancing
sensitivity-based reconstruction utility against maneuver cost (�V ). Unlike the sequential strat-
egy, the proposed strategy seeks to accomplish comparable reconstruction quality while minimizing
unnecessary orbit transfers, providing a more operationally ef�cient inspection strategy.

Implementation Details

The initial attitude quaternion of the target spacecraft is randomly sampled from a uniform dis-
tribution and dispersed in a Monte Carlo simulation across 40 runs per strategy. During each sim-
ulation, the servicer begins in a V-bar hold (orbit candidate 1). The initial absolute target state is
de�ned in Keplerian orbital elements as:

� target= [a; e; i; 
; !; M] T = [7156:0 km; 0:000978; 86� ; 219:28� ; 0� ; 0� ]T :
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The orbit and attitude simulation advances with a �xed timestep of �t = 10 s. The 3DGS
model is initialized to have 10; 000 randomly positioned Gaussians, and the model is optimized
using � = 0:2. An estimate of the target spacecraft's size is assumed; accordingly, the bounding
sphere used to prune Gaussians has a pre-de�ned radius of 1:2 m. Along each orbit, or pipeline
iteration, images are collected at uniform time intervals, resulting in a total of 17 images per orbit
(approximately 1 image every 5:9 minutes). Out of this set of 17, 15 of these are used for 3DGS
training, and 2 are used as an evaluation set for identifying training saturation. These images are
synthetically generated using an OpenGL based renderer to produce �ight-like observations, where
the relative position and attitude between the servicer camera and the target are used to query each
view. For each pipeline iteration, the 3DGS model is re�ned using 1,000 iterations of stochastic
gradient descent. At each 3DGS gradient descent iteration, an image randomly sampled from the
15 training images is used to re�ne the 3DGS model, and an image randomly sampled from the
2 evaluation images is used to detect saturation. If the saturation criteria is applied, an evaluation
window K = 1000 is used, as well as a patience of P = 100 and a tolerance of � = 1 � 10�6 .
To evaluate the method performance through reconstruction quality, images from a �xed set of 30
viewpoints are uniformly sampled from a sphere of radius 5 m centered on the target spacecraft. This
performance set is held constant across all simulations and is intended to approximate informative
candidate viewpoints from the orbit set. At each evaluation step, image-based loss metrics (L1,
SSIM, PSNR, LPIPS, and 3DGS loss) are computed over this set. This evaluation set is used
solely for of�ine performance assessment and is not available to the guidance algorithm during
orbit selection or 3DGS model re�nement.

RESULTS

This section presents the numerical simulation results, �rst demonstrating that the parameter sen-
sitivity score can be used as a proxy for reconstruction quality, and then evaluating the operational
bene�t of the proposed guidance strategy.

Demonstration of Gaussian Parameter Sensitivity Score

Before evaluating closed-loop orbit selection, this test establishes that the adopted parameter sen-
sitivity score provides a useful qualitative diagnostic of reconstruction progress. To this end, a
numerical simulation is performed in the inertially-�xed attitude case, where the servicer remains
on orbit candidate 1 throughout the mission (i.e., the �rst baseline V-bar hold with no active ma-
neuvering). Figure 5 shows the reduction of parameter sensitivity across all candidates' viewpoints
following each opacity reset. Qualitatively, Figure 6 illustrates the progression of the learned shape
estimate from several representative viewpoints after each pipeline iteration, with the corresponding
average parameter sensitivity score reported below each iteration. As additional observations are in-
corporated, the rendered images become sharper and more consistent with the ground-truth views,
while the sensitivity score generally decreases across re�nement cycles after opacity resets. As seen
in Figures 5 & 6, at the 3rd pipeline iteration, the shape estimate temporarily degrades and the pa-
rameter sensitivity score �gview decreases (cf. Eq. 8). This behavior is expected and results from the
periodic opacity reset performed during the 3DGS re�nement process to prune erroneous Gaussian
primitives.16 Despite these periodic resets, the peak sensitivity values decrease over successive re-
�nement cycles, while the rendered images in Figure 6 become qualitatively more consistent with
the ground truth. This supports the use of parameter sensitivity as a local reconstruction-utility
proxy for orbit scoring, while recognizing that the score is affected by 3DGS optimization events
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such as opacity resets. Overall, these results demonstrate that, under the adopted operational as-
sumptions, an unknown spacecraft's shape can be progressively learned through successive image
observations and 3DGS re�nement. At the same time, the test supports the use of parameter sen-
sitivity as a diagnostic for tracking re�nement progress: high sensitivity is associated with poorly
resolved or unstable reconstructions, while lower sensitivity after re�nement generally coincides
with improved rendered image quality.

Figure 5: Figure depicting average and �1� bounds for parameter sensitivity from each candidate's
evaluated viewpoints over pipeline iterations. Dashed vertical lines indicate opacity resets, which
produce sharp reductions in sensitivity by pruning Gaussian primitives.

Figure 6: Qualitative comparison of image reconstructions across pipeline iterations, with average
parameter sensitivity scores reported for each iteration. As re�nement progresses, rendered views
become more consistent with the ground-truth images, while the sensitivity score reduces and pro-
vides a diagnostic of local reconstruction stability.
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Operational Bene�t of the Proposed Guidance Strategy

The following results evaluate whether the proposed guidance strategy provides an operational
bene�t relative to the static V-bar baseline and the sequential orbit-switching policy. The comparison
is organized around the amount of body-frame viewpoint diversity naturally available to the servicer.
In the inertially-�xed case, the target appears to rotate in the RTN frame, so passive observation
already exposes multiple target surfaces. In the Earth-�xed case, the target remains �xed in the RTN
frame, so a static V-bar hold repeatedly observes a limited set of body-frame surfaces. Therefore,
the proposed strategy is expected to provide the greatest bene�t in the Earth-�xed case, where active
orbit switching is needed to generate new informative views.

For the proposed strategy, the guidance algorithm balances the estimated reconstruction utility of
each candidate orbit against the �V cost required to reach that candidate, and selects the highest-
scoring orbit in the loop, as shown in Figure 7. A switch opportunity is generated when learning
in the current orbit has saturated, meaning that the evaluation loss does not consistently decrease
during 3DGS re�nement. Importantly, saturation sets a switch �ag that is evaluated only at the end
of the current pipeline iteration. If saturation is detected, the candidate orbits are scored using Eq. 1,
and the servicer either transfers to the highest-scoring candidate or remains in the current orbit if
that candidate remains optimal. If saturation is not detected, the servicer remains in the current orbit
for the next pipeline iteration.

Figure 7: Comparison of orbit candidate progression for the proposed guidance strategy (top) and
the sequential strategy (bottom). In both cases, the switch trigger indicates when learning in the
current orbit has plateaued, while the candidate index indicates the current orbit candidate occupied
by the servicer. The 3DGS evaluation loss is also plotted across the pipeline iterations. In the guid-
ance strategy, candidates are visited according to the optimization in Eq. 1, while in the sequential
strategy, candidates are visited in a sequential globally-optimal order.

To evaluate the bene�t of active orbit selection in the inertially-�xed attitude scenario, the pro-
posed guidance strategy is compared against both the static V-bar baseline and the sequential policy.
Because the inertially-�xed target naturally exposes all spacecraft surfaces to the servicer over time,
it is expected that all three strategies have comparable reconstructions despite different maneuver-
ing strategies. Qualitatively, the rendered images in Figure 8 show that all three strategies produce
comparable reconstructions. Figure 9 illustrates the evolution of the image evaluation metrics over
10 pipeline iterations. Every three pipeline iterations, the 3DGS re�nement process performs an
expected opacity reset, resulting in the corresponding transient changes observed in the image met-
rics. Following Table 1, the proposed guidance strategy achieves slightly improved L1 loss, LPIPS
and PSNR compared to the baseline. Because the baseline is training from the same viewpoint, the
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target remains the same size in all images, and therefore the baseline has an advantage and achieves
more favorable SSIM and 3DGS metrics. Due to the nature of visiting all candidates, the theoreti-
cally best-case sequential strategy outperforms the proposed guidance strategy on all image metrics
except for L1 loss, however the proposed guidance strategy uses 69:77% less �V than the sequen-
tial strategy. This is despite the fact that the sequential strategy's candidate path is globally �V
optimized. While the guidance strategy takes more expensive single maneuvers, it maneuvers less
than the sequential strategy, and is therefore able to maintain a lower total cost. Notably, the quan-
titative and qualitative performance measures of all three strategies show them comparable to each
other. In summary, when natural apparent rotation already provides viewpoint diversity, active orbit
switching is not necessary to substantially improve reconstruction quality. In this regime, the value
of the proposed strategy is primarily operational: it maintains reconstruction quality comparable to
the baselines while using substantially less �V than the sequential policy.

To evaluate the bene�t of active orbit selection in an adversarial inspection scenario, the target
attitude is Earth-�xed, or held �xed in the RTN frame. Because the target remains �xed in the RTN
frame, the static V-bar baseline repeatedly observes similar target surfaces. This is the case where
the proposed sensitivity-based orbit selection is expected to improve reconstruction by selecting new
relative geometries that expose previously under-observed regions. Figure 10 illustrates the evolu-
tion of the image evaluation metrics over the 10 pipeline iterations. Quantitatively, the proposed
guidance strategy outperforms the static baseline in terms of L1, LPIPS, PSNR, and the 3DGS loss,
showing its performance in per-pixel, visual perception, signal to noise ratio and optimizer metrics,
respectively. The exception is SSIM, where the baseline achieves a marginally higher SSIM score.
However, this improvement in SSIM does not re�ect the true visual quality of the reconstruction,
as the rendered images in Figure 8 show clear qualitative improvements for the proposed guidance
strategy. SSIM is measuring the structural similarities between the rendered and collected image
and due to the baseline oversampling from the same view, it is able to create groups of pixels that
have more structure than what is rendered by the sequential or guidance strategies. However, SSIM
is still notable as it is a component of the 3DGS training loss, which is used to optimize the shape
reconstruction model. The proposed and sequential strategies produce comparable qualitative data,
and the best-case sequential strategy outperforms quantitatively on SSIM, LPIPS, PSNR and 3DGS
loss, albeit with small differences. Despite the comparable performance, the proposed guidance
strategy requires upwards of 59:25% less �V than the globally optimal strategy, as summarized
in Table 1. These results support the hypothesis that active orbit selection provides a signi�cant
advantage for attitude-�xed targets by improving reconstruction quality while maintaining a low
maneuver cost.
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