
Agile Tradespace Exploration for Space Rendezvous
Mission Design via Transformers

Yuji Takubo
Dept. of Aeronautics & Astronautics

Stanford University
496 Lomita Mall, Stanford, CA 94305

ytakubo@stanford.edu

Daniele Gammelli
Dept. of Aeronautics & Astronautics

Stanford University
496 Lomita Mall, Stanford, CA 94305

gammelli@stanford.edu
Marco Pavone

Dept. of Aeronautics & Astronautics
Stanford University

496 Lomita Mall, Stanford, CA 94305
pavone@stanford.edu

Simone D’Amico
Dept. of Aeronautics & Astronautics

Stanford University
496 Lomita Mall, Stanford, CA 94305

damicos@stanford.edu

Abstract— Spacecraft rendezvous enables on-orbit servicing, de-
bris removal, and crewed docking, forming the foundation for a
scalable space economy. Designing such missions requires rapid
exploration of the tradespace between control cost and flight time
across multiple candidate targets. However, multi-objective opti-
mization in this setting is challenging, as the underlying constraints
are often highly nonconvex, and mission designers must balance
accuracy (e.g., solving the full problem) with efficiency (e.g.,
convex relaxations), slowing iteration and limiting design agility.
To address these challenges, this paper proposes an AI-powered
framework that enables agile mission design for a wide range of
Earth orbit rendezvous scenarios. Given the orbital information of
the target spacecraft, boundary conditions, and a range of flight
times, this work proposes a Transformer-based architecture that
generates, in a single parallelized inference step, a set of near-Pareto
optimal trajectories across varying flight times, thereby enabling
rapid mission trade studies. The model is further extended to
accommodate variable flight times and perturbed orbital dynamics,
supporting realistic multi-objective trade-offs. Validation on chance-
constrained rendezvous problems with passive safety constraints
demonstrates that the model generalizes across both flight times
and dynamics, consistently providing high-quality initial guesses
that converge to superior solutions in fewer iterations. Moreover,
the framework efficiently approximates the Pareto front, achieving
runtimes comparable to convex relaxation by exploiting parallelized
inference. Together, these results position the proposed framework
as a practical surrogate for nonconvex trajectory generation and
mark an important step toward AI-driven trajectory design for
accelerating preliminary mission planning in real-world rendezvous
applications.1
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1The code will be released upon the camera-ready version.

Figure 1: This paper presents a framework for AI-powered
agile mission design. Mission configurations (target orbits,
boundary conditions, and flight-time ranges) serve as inputs
to a trajectory generation pipeline (top), where a Transformer
model autoregressively predicts control sequences that are prop-
agated through the system dynamics (middle). Batch in-
ference efficiently produces multiple Pareto-optimal trajecto-
ries across flight times that are encoded into a tensor of
[B(batch size), N(time horizon), D(subsequence length)], which
can be projected onto the multi-objective solution space as surrogate
mission models. Selected point solutions can then be further refined
using sequential convex programming (bottom).

1. INTRODUCTION
Distributed Space Systems (DSS) offer capabilities that ex-
tend far beyond those of traditional monolithic spacecraft,
enabling a new class of missions and operational concepts. In
recent years, DSS architectures have supported a wide range
of applications, including fundamental science missions
[1][2][3][4], crewed rendezvous operations [5], and potential
enhancements in space situational awareness [6][7]. A par-
ticularly transformative development lies in high-precision
rendezvous and docking technologies, which are redefining
the paradigm of space logistics and on-orbit servicing. These
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advances enable critical functions such as refueling, repair,
and debris removal, thereby extending spacecraft lifetimes
and enhancing the sustainability of space operations. Look-
ing ahead, logistics vehicles will be expected to perform
frequent Rendezvous, Proximity Operations, and Docking
(RPOD) maneuvers with multiple client spacecraft or objects
dispersed across various orbital domains around Earth and
cislunar space. Each potential servicing target introduces a
unique set of orbital characteristics and phasing opportuni-
ties. Consequently, mission designers must navigate a com-
plex, combinatorial design space—rapidly iterating through
catalogs of candidate mission profiles to identify feasible
trajectories and select the most advantageous target for a
given reference orbit—underscoring both the opportunities
and challenges inherent in deploying DSS for next-generation
space logistics.

Historically, space mission design has been an arduous,
highly manual process heavily dependent on expert knowl-
edge. This difficulty arises from two main factors: (i)
its formulation as a multi-objective optimization problem,
in which several competing objectives (e.g., time of flight,
fuel consumption, radiation exposure, observability) must be
optimized simultaneously, and (ii) the presence of complex
nonconvex and often implicit constraints, such as safety and
observation requirements. The result is a constrained Multi-
Objective Optimal Control Problem (MO-OCP), where the
Pareto front of feasible solutions is of central importance. Be-
cause general MO-OCPs are extremely challenging to solve,
traditional practice has relied on problem-specific search
strategies [8] or metaheuristics [9], typically under strong
simplifying assumptions, to produce preliminary trajectories
of acceptable quality. However, while useful in early mission
design, these methods suffer from limited scalability and
generalizability. Moreover, they require a full recomputa-
tion whenever mission parameters change, underscoring their
fragility in dynamic design environments.

To address these challenges, recent work has investigated
learning-based methods that can efficiently generate space-
craft trajectories from a single trained model. Learning-based
techniques have been applied to diverse scenarios, from inter-
planetary transfers to rendezvous. Yet, for a mission design
tool suitable for operational use, such as that envisioned for
RPOD missions, several critical capabilities remain under-
developed. First, generalization is essential; the governing
dynamics depend on the reference orbit [10][11][12], and
models must therefore be able to extrapolate trajectory gener-
ation to previously unseen relative dynamics. Second, limited
attention has been devoted to multi-objective offline learning
frameworks [13][14], which are indispensable for practical
design applications that require trade-space exploration.

To address these limitations, this study introduces an agile
Transformer-based trajectory generation pipeline for RPOD
mission design (cf. Figure 1). This framework is capa-
ble of generating batches of near-Pareto-optimal and near-
feasible trajectories in a single inference pass. This approach
builds on the Autonomous Rendezvous Transformer (ART)
framework [15][16][17][18], originally developed as a warm-
starting technique for nonconvex trajectory optimization to
accelerate onboard guidance. In this work, ART is extended
and repurposed for mission design. Specifically, for conduct-
ing trade studies in complex scenarios and for approximating
the Pareto front of inherently nonconvex RPOD optimization
problems.

The contributions of this paper are threefold:

� This paper proposes a framework for AI-powered—
namely, Transformer-based—agile space mission design that
generates a near-Pareto optimal solution set for a given mis-
sion configuration.
� This paper extends the ART architecture to meet the re-
quirements of mission design. Specifically, this work in-
vestigates (i) the generalization across dynamics and flight
time, and (ii) the generation of Pareto-optimal trajectories via
parallelizable inference.
� Numerical experiments validate these requirements through
an extensive set of rendezvous mission profiles in perturbed-
Keplerian orbits, incorporating data from the latest space
debris catalog. Crucially, trajectory generation with ART
achieves runtimes comparable to those of convex relaxation
methods, underscoring its effectiveness as a practical and
agile tool for mission design.

The remainder of this paper is organized as follows. Sec-
tion 2 reviews prior work on mission design and learning-
based trajectory generation, while Section 3 introduces the
necessary background on ART. Section 4 presents the formu-
lation of the MO-OCP and introduces the ART extension for
Pareto-optimal trajectory generation. Section 5 formulates
the spacecraft rendezvous problem in perturbed Keplerian
orbits as a chance-constrained nonconvex optimization prob-
lem. Section 6 presents the generalization performance of
the proposed framework and analyzes the resulting multi-
objective solution surface. Finally, Sec. 7 concludes the paper
and discusses directions for future work.

2. RELATED WORK
This work addresses the challenges of preliminary trajectory
design in space missions by bridging traditional method-
ologies with emerging learning-based trajectory generation
approaches.

Space Mission Design

Space mission design remains a manual and computationally
intensive process due to the complexity of multi-objective
trades under stringent constraints. Existing methods can
broadly be classified into three categories.

1. Search-based heuristics— These include deterministic
broad search under problem-specific simplifying assumptions
(e.g., patched-conics with impulsive maneuvers [8][19]),
tree-based motion planning techniques [20][21], and stochas-
tic, population-based methods such as genetic algorithms
and differential evolution [9][22][23][24][25]. While capa-
ble of exploring global design spaces and accommodating
uncertainty in high-fidelity simulations [26][27][28], these
methods generally require extensive tuning, suffer from poor
scalability, and provide limited generalization.

2. Scalarization of objectives— Another strategy is to re-
duce the multi-objective problem to a scalarized one, either
through weighted sums or more sophisticated scalarization
schemes [29]. Such formulations can then be solved via
conventional nonconvex methods [30][31], often leveraging
algorithms such as Sequential Convex Programming (SCP)
[32]. Hybrid methods combining stochastic exploration with
gradient-based local refinement have also been explored [29].
However, approximating the Pareto set typically requires
sweeping large sets of weights or thresholds, resulting in
high computational cost. Moreover, incorporating expressive
constraints, such as signal temporal logic or mixed-integer
conditions [33][34][35], further increases the risk of non-
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convergence.

3. Reduced-order and surrogate models—Simpli�ed dynam-
ics and surrogate models are often employed to accelerate the
design of DSS [4][36]. While these methods reduce com-
putational burden, they may neglect operational constraints
(e.g., passive safety [10][37][38][39], �eld-of-view/approach
cones [40][41][42], plume impingement effects [33], etc.)
that strongly in�uence feasibility. As a result, preliminary
designs generated under these simpli�cations often require
signi�cant re�nement. Crucially, these methods typically
do not yield full trajectories but only approximate mission
pro�les.

In summary, there remains a gap between computationally
intensive, high-�delity trajectory design tools and the fast but
coarse approximations provided by surrogate models. This
paper seeks to bridge that gap by introducing an AI–based
trajectory generation framework that accelerates the design
process while preserving generality, without requiring re-
training when mission con�gurations change.

Learning-based Trajectory Generation in Space

In recent years, there has been a growing interest in applying
machine learning and AI techniques to generate spacecraft
trajectories for both mission design and onboard autonomy
contexts. Learning-based methods have been applied in dif-
ferent capacities, including the prediction of optimal co-states
for indirect methods [43], identifying active constraint sets
[44], or estimating primal-dual variables [45]. Direct trajec-
tory generation has also been pursued via imitation learning
[46] and reinforcement learning [47][48], leveraging both
Transformer- [15] and diffusion-based architectures [49][50].
Neural architectures have been applied to highly multi-modal
trajectory optimization problems, such as Earth–Moon low-
thrust transfers, in both direct [51] and indirect formulations
[52], including cases with missed-thrust contingencies [53].
Many of these methods are used to provide warm-starts
[54][55] for nonlinear optimization problems, which have
recently been demonstrated on Astrobee aboard the Inter-
national Space Station [56]. Within this context, ART has
extended Transformer-based trajectory generation to a variety
of settings, including model predictive control [16], chance-
constrained fault-tolerant optimal control [18], and trajectory
optimization across varying �ight time and dynamic obstacle
scenarios [17]. Despite these advances, existing learning-
based frameworks still lack two critical capabilities for prac-
tical mission design: (i) robust generalization across orbital
regimes, and (ii) the ability to generate and explore Pareto-
optimal trade-offs in multi-objective settings. This paper
addresses these limitations by developing a framework for
generalizable nonconvex trajectory generation that approxi-
mates the true Pareto set.

3. BACKGROUND : AUTONOMOUS
RENDEZVOUS TRANSFORMER

ART [15] is a trajectory generation framework that leverages
the sequence modeling and prediction capabilities of Trans-
former models. Given a dataset of state and control trajec-
tories, the core idea is to train the model via next-element
prediction, learning to generate the optimal control inputs and
corresponding states at each step. A key enabler of ART for
capable trajectory generation is the state representation—that
is, the tokenization of continuous trajectory information into
sequences of states, controls, and associated performance
metrics. In ART, the tokenized trajectory representation is

typically de�ned as:

� 1:N = f g1 ; x 1 ; r 1 ; c1 ; o1 ; u 1 ; :::; gN ; x N ; r N ; cN ; oN ; u N g;
(1)

wheregk denotes the goal state, andx k and u k represent
the state and control input at time stepk, respectively. N
indicates the length of the time horizon, which has a constant
time displacement� t for each time step. Additionally,ok
represents a scenario-speci�c observation vector at time step
k (e.g., information about obstacles in the scene). This work
considers two speci�c performance metrics,f r k ; ck g, where
r k 2 R is the Reward-To-Go (RTG) andck 2 Z � 0 is
the Constraint-To-Go (CTG). These metrics are de�ned as
follows:

r k = �
NX

j = k

j j (x j ; u j ; t j ); ck =
NX

j = k

1Sj (x j ; u j ); (2a)

where j j is the instantaneous reward and1Sj (�) is the in-
dicator function for the feasible domain at the time step
k. Essentially, both RTG and CTG measure the cumulative
future optimality and feasibility of the trajectory starting
from the current state. A subsequence is de�ned as a
tuple [gk ; x k ; r k ; ck ; ok ; u k ], where each element type is
embedded into a common input space of dimensionD =
6, corresponding to the number of distinct element types.
These embeddings are then projected into the Transformer's
latent space. This general framework allows tokenization of
trajectory optimization problems with an arbitrary number of
objectives and constraints.

The work�ow of ART comprises three phases: (i) dataset
generation, (ii) training, and (iii) test-time inference.

Dataset Generation: The process begins by generating a
set of randomized scenario con�gurations through domain
randomization of key problem parameters (e.g., boundary
conditions, �ight times). For each con�guration, a corre-
sponding trajectory optimization problem is solved to obtain
reference solutions for training. Diversity across parameters,
operating conditions, and performance metrics is essential, as
it ensures exposure to a broad solution landscape and sup-
ports generalization of the underlying dynamics and control
strategies.

Training: After collecting a suf�cient number of trajectories,
the Transformer model is trained to minimize a supervised
loss. The �nal layer of the Transformer branches into two
task-speci�c heads, each implemented as a linear layer: one
for state prediction and one for control input prediction. The
loss function over a batch ofB trajectories with horizonN is
de�ned as:

L (� 1:N ) =
BX

b=1

NX

k =1

� 




 x ( b)

k � x̂ ( b)
k








2

2
+






 u ( b)

k � û ( b)
k








2

2

�
; (3)

wherex̂ k andû k denote the model's predictions, andx k and
u k represent the reference values from the dataset.

Test-time inference: After training, ART operates as an
autoregressive trajectory generator, as illustrated in Figure 2.
Given the initial input tokens (consisting of the desired
terminal state, current state, and performance metrics, and
observations), the Transformer predicts the next control input.
During inference, only the control input head is employed
to generate the complete trajectory. The predicted control
input is then applied to the current state through an available
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Figure 2: ART inference process. During autoregressive generation,
ART only predicts the optimal controlu k while states are propa-
gated via an available dynamics model.

dynamics modelF (x ; u ), which is also employed by the
subsequent trajectory optimization algorithm. This model-in-
the-loop rollout ensures that the predicted trajectories remain
dynamically feasible. The performance metrics are then
updated at each step based on the control input and the
propagated state. Speci�cally, the RTG is initialized as a
quanti�able lower bound on the optimal cost and updated
as r k+1 = r k � j k (x k ; u k ; tk ). To incentivize constraint
satisfaction, the CTG tokens are set toc1 = 0 and kept
at zero throughout inference (i.e., we condition on a zero-
violation budget), which biases the policy toward feasible
control input. The cycle of control input prediction, dynamics
propagation, and metric updating repeats until the terminal
condition is met or the horizon is reached. Note that this paper
assumes the stationary goal state; thereforegk is always set
to the terminal state.

4. METHODOLOGY

This section introduces the general class of multi-objective
trajectory optimization problems addressed by the proposed
approach, highlighting their formulation and integration with
the ART framework.

Multi-Objective Optimal Control Problem
Space mission design involves identifying feasible solutions
while optimizing multiple, often competing, mission objec-
tives. In the context of RPOD missions, a fundamental trade-
off in preliminary trajectory design is balancing fuel con-
sumption against �ight time. Given this consideration, it is
crucial for mission designers to characterize the Pareto front
of the associated Multi-Objective Optimal Control Problem
(MO-OCP):

min
f x k g;f u k g

fJ 1 ; :::; J M g (4a)

subject to x k +1 = F k (x k ; u k ) 8k 2 [1; N � 1]; (4b)

(x k ; u k ) 2 Sk 8k 2 [1; N ]; (4c)

J l =
NX

k =1

j k;l (x k ; u k ; t k ) 8l 2 [1; M ]; (4d)

where x k = x (tk ) 2 Rn x and u k = u(tk ) 2 Rn u

represent the system state and the corresponding control input
at time stepk; F k : Rn x � Rn u ! Rn x denotes the
discrete-time dynamics; and the setSk � Rn x � Rn u de�nes
the admissible state-control pairs at time stepk, encoding
operational constraints. More generally,Sk may be expressed
as a �nite union ofnc sets,Sk = Sk; 1 [ ::: [ S k;n c . Finally,

J 1; : : : ; J M denotes the set ofM objective functions to be
optimized.

There are two primary challenges in solving the MO-OCP
above. First, multi-objective optimization problems are typ-
ically solved with computationally intensive metaheuristics
[26][27]. A common alternative is to reformulate the problem
as a single-objective optimization using either a weighted
sum of objectives or a constraint-based scalarization [23],
where all but one objective are converted into an inequality
constraint with upper bounds. However, these reformulated
problems can yield nondominated solution sets that are highly
sensitive to minor variations in constraints, thereby limiting
their robustness and generalizability. Moreover, the problem
is often nonconvex due to the presence of nonlinear dynamics
and nonconvex feasible sets for the state and control vari-
ables. SCP offers a promising solution strategy by iteratively
solving convex approximations of the nonconvex problem.
This method leverages ef�cient convex solvers but neces-
sitates a suf�ciently accurate initial guess to ensure rapid
convergence and to avoid poor local minima, as highlighted
by Malyuta et al. [32].

ART for Ef�cient Pareto-Optimal Trajectory Generation

Since ART was originally developed for single-objective,
single-constraint problems, several extensions are introduced
to enable trajectory generation over a multi-objective solution
space. Speci�cally, the dimensions of the RTG and CTG are
generalized to accommodate arbitrary numbers of rewards
and constraints, such thatr k 2 Rn r andck 2 Zn c

� 0 denote
the vectorized RTG and CTG, respectively. To achieve gen-
eralization across �ight times and environmental parameters,
the approach proposed by Celestini et al. [17] is adopted.
Dataset generation employs domain randomization over three
elements: (i) boundary conditions, (ii) �ight times, and (iii)
observation parameters de�ning the system dynamics. In
particular, �ight time is controlled by a �xed step size� t
together with a variable horizon lengthN , ensuring that the
Transformer's learned dynamics evolve under a consistent
transition interval. This formulation simpli�es training and
improves ef�ciency at inference by allowing variable-length
trajectories to be stacked and autoregressively generated
within a single forward pass (cf. Figure 1). Speci�cally,
variable-horizon trajectories� (1: B )

1:N are organized into a ten-
sor of shape[B; N; D ], where N denotes the maximum
horizon length in the batch. Shorter trajectories are padded to
match the same length. At each step, the model autoregres-
sively produces state–control input tokens, yielding[B; D ]
outputs that are assembled into complete trajectories.

5. SPACECRAFT RENDEZVOUS IN PERTURBED
K EPLERIAN ORBITS

This paper focuses on mission design for on-orbit servicing
operations targeting multiple resident space objects in Earth
orbit. In this scenario, a servicing spacecraft (servicer) exe-
cutes an approach maneuver to a prede�ned waypoint in the
vicinity of a target spacecraft (target). During the preliminary
trajectory design phase of such missions, it is essential to
conduct rapid trade studies between time of �ight and total
control cost across a diverse set of candidate targets, each
characterized by distinct orbital elements and, consequently,
unique relative dynamics.
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Optimal Control Problem Formulation

The trajectory optimization problem described above can
be formulated as a discrete-time MO-OCP for chance-
constrained, fault-tolerant rendezvous trajectory design [18]
as follows:

given � t (5a)

min
f x k g;f u k g

(
NX

k =1

ku k k2 ; N

)

(5b)

subject to x k +1 = � k (x k + � k u k ); 8k 2 [1; N � 1]; (5c)

Pr( x >
k 0Ski x k 0 � 1) � 1 � � k ; (5d)

8k 2 [1; N � 1]; 8i 2 [1; N s ]
x 1 = x i ; x N + � N u N = x f ; (5e)

ku k k2 � umax; (5f)

where � k = �( tk +1 ; t k ); � ki = �( tk + � i ; t k ); (5g)

	 ki = 	( tk + � i ); (5h)

Ski = (	 ki � ki )> Pk 	 ki � ki ; (5i)
x k 0 = x k + � k u k : (5j)

The statex 2 R6 is expressed in Relative Orbital Elements
(ROE) [10][57]. Let the Keplerian orbital elements be� c =
[a; e; i; 
 ; !; M ], wherea is the semi-major axis,e the eccen-
tricity, i the inclination,
 the right ascension of the ascending
node,! the argument of periapsis, andM the mean anomaly.
The ROE are a particular set of differences between the
orbital elements of the target and the servicer (also called the
deputy), denoted as� and� d, respectively. The objective is
to simultaneously minimize the total control cost—modeled
as a sum of impulsive maneuver magnitudes, and the terminal
time represented by the discrete horizon lengthN , leading to
a time of �ight of N � t. Eq. (5c) describes the discrete-
time ROE dynamics with impulsive velocity changeu 2 R3

applied in the Radial/Tangential/Normal (RTN) frame. The
State Transition Matrix (STM)�( tk+1 ; tk ) 2 R6� 6 and
control input matrix� k = �( tk ) 2 R6� 3 are expressed
as an analytical function of the target's orbital elements but
not the relative states themselves [10][57], which offers a
convenient expression as a linear time-varying system. Ad-
ditionally, Eqs. (5e) and (5f) represent boundary conditions
and maximum instantaneous control magnitude constraints,
respectively. Finally, Eq. (5d) indicates the passive safety
constraint, which ensures the deputy is outside of the ellip-
soidal safety domains around the target not only for the entire
duration of the controlled trajectoryt 2 [0; t f ] but also for
a prede�ned duration (� 2 [0; � s]) of the drift trajectories
after the sudden loss of control authority. The geometry of
the safety domains at epochtk is de�ned using the diagonal
matrix Pk 2 R6� 6, which encodes the semi-axes of the
ellipsoid within the RTN frame. In this case study, two safety
domains are considered: the Approach Ellipsoid (AE) and
the Keep-Out Zone (KOZ), both modeled as spheres. At the
switching epoch,tswitch, the active safety domain transitions
from the larger AE to the smaller KOZ, re�ecting the practical
scenario in which the allowable safety region contracts as
the chaser spacecraft closes in on the target. Matrix	 k =
	( tk ) 2 R6� 6 denotes the �rst-order linear mapping between
the ROE and the matrix expression of the relative position
and velocity vector in the Cartesian coordinates within the
RTN frame (denoted asx RTN) [10]. The passive safety
constraint is formulated as a chance constraint to account for
the inherent uncertainty that comes from navigation, control
execution error, and unmodeled acceleration. At each epoch,
the risk factor (i.e., failure probability)� k is chosen as a
parameter, and the probabilistic satisfaction of the constraint
is enforced. Assuming Gaussian state uncertainty, the drifted

mean state and covariance propagated from the time imme-
diately after the control epochtk over the drift duration� i ,
denoted byx ki = E[x (tk ; � i )] and � ki = �( tk ; � i ) =
E[x (tk ; � i )x (tk ; � i )> ], can be written as follows:

1 � x >
k 0Ski x k 0 + q(� k )

q
g>

ki � ki gki � 0 (6a)

gki = � 2� �>
ki (Ski x k 0 ); (6b)

� k ( i +1) = � ki � ki � >
ki + Qki ; � ki = �( tk + � i +1 ; t k + � i ); (6c)

� k 0 = � nav(x k ) + � k � exe(u k )� >
k ; (6d)

whereq(�) is the inverse of the normal cumulative distribu-
tion function. Three uncertainty sources are considered in this
case study: unmodeled acceleration, navigation uncertainty,
and control execution error.Qki is the discrete-time process
noise covariance, representing the white-noise unmodeled
acceleration. Eq. (6d) indicates that the covariance imme-
diately after the loss of control has contributions from both
navigation uncertainty and the control execution error. A
simpli�ed navigation model is introduced [18] to model the
navigation covariance as a function of the range between the
target and the servicer as follows:

� nav(x k ) = � (x k )ss> ; (7)

where� (x k ) is the range between the target and the servicer,
ands 2 R6

� 0 is a user-de�ned parameter. Gates model [58]
is employed for the execution error covariance, denoted as
� exe, which is a function of the nominal control input. In
particular, this is expressed in the frame based on the thrust
direction, denoted here by the superscriptV as

� V
exe(u ) = Diag f � 2

m 1 + � 2
m 2kuk2

2; � 2
p1 + � 2

p2kuk2
2; � 2

p1 + � 2
p2kuk2

2g; (8)

where f � m 1; � m 2; � p1; � p2g 2 R4
� 0 are model parame-

ters. Evidently, this constraint is nonconvex with respect to
(x k ; u k ), which is convexi�ed at each iteration of the SCP.
Furthermore, the number of constraints is reduced fromNN s
to N by only evaluating the worst epochi � 2 [1; Ns] within
each drift trajectory in the previous iteration [59].

Relative Orbital Elements
Two sets of ROEs are used for the state representation in this
paper. First, quasi-nonsingular ROE (qnsROE) is one of the
most well-known ROE sets, de�ned as [10]

x qns =

2

6
6
6
6
4

�a
��
�e x
�e y
�i x
�i y

3

7
7
7
7
5

=

2

6
6
6
6
4

(ad � a) =a
(M d + ! d ) � (M + ! ) + (
 d � 
) cos i

ed cos! d � ecos!
ed sin ! d � esin !

i d � i
(
 d � 
) sin i

3

7
7
7
7
5

:

(9)
The qnsROE is well-suited for describing relative motion

in near-circular orbits, as it provides an elegant geometric
description of bounded relative motion [10]. In this paper, an
STM that accounts for the secularJ2-effect [60] is adopted.
The �rst-order control input matrix is provided in D'Amico
[10]. Both the STM and control input matrices are linear
time-varying, determined by the target's orbital elements. In
elliptic orbits, the qns-ROE no longer preserves the simple
geometric correspondence with the osculating relative mo-
tion. To address this issue, this study adopts the elliptic
ROE (eROE), which is �rst-order equivalent to the integration
constants of Yamanaka–Ankersen STM [12][59]. The eROE

5



is de�ned as [57]

x e =

2

6
6
6
6
4

�a
��
�e x
�e y
�i x
�i y

3

7
7
7
7
5

=

2

6
6
6
6
6
6
4

� 2 (ad � a) =a
1
� (M d � M ) + � 2 [! d � ! + (
 d � 
) cos i ]

(ed � e) cos ! + e
� (M d � M ) sin !

(ed � e) sin ! � e
� (M d � M ) cos !

� 2 (i d � i )
� 2 (
 d � 
) sin i

3

7
7
7
7
7
7
5

;

(10)

where� =
p

1 � e2. Similar to the qnsROE, the meanJ2-
perturbed STM and the control input matrix are available in
Refs. [57][59].

Sequential Convex Programming

In this study,SCVx� [61] is employed as the SCP algorithm.
This method ensures the feasibility of convexi�ed subprob-
lems by incorporating violations of the linearized noncon-
vex constraints into a penalty, formulating an augmented
Lagrangian [62]. The trust region and penalty weights are
automatically updated until convergence is achieved, with the
hyperparameters provided in Table 3 in Appendix. During
the SCP routine, all variables are normalized with respect
to the initial guess, thereby scaling each element to the
range [-1,1] to enhance numerical stability [33]. Speci�cally,
the violations of the linearized passive safety constraint (cf.
Eq. (6)) and the terminal constraint (cf. Eq. (5e)) are incor-
porated as penalty terms. This treatment is necessary despite
the terminal constraint being convex, because ART's initial
guess does not strictly satisfy the boundary conditions; by
softening this constraint, the initial infeasibility of the convex
subproblem is avoided.

Although theoretical convergence guarantees are discussed in
various SCP algorithms [61][62][63], non-converging scenar-
ios are still observed in practice. Such cases typically occur
due to (i) the absence of a feasible domain in the original
nonconvex problem, (ii) numerical instabilities (particularly
when the augmented Lagrangian penalty weight becomes ex-
cessively large), (iii) failure to converge within the prescribed
maximum number of iterations. Furthermore, the aforemen-
tioned constraint reduction scheme for the nonconvex passive
safety constraints also makes the linearization inaccurate and
contributes to the non-converging behavior.

6. RESULTS AND ANALYSIS

This section evaluates the performance of the ART frame-
work through a series of numerical experiments2. In the
context of AI-driven space mission design, the proposed
framework aims to serve as a �exible, accurate, and ef�cient
generator of trajectories and mission pro�les for a broad spec-
trum of RPOD missions. Accordingly, the study is guided
by two central Research Questions (RQs):(RQ1) Can ART
reliably generate high-quality trajectories across varying
�ight times and diverse orbital dynamics? and (RQ2)
Can ART serve as an accurate surrogate for the Pareto
front? The following discussion addresses these questions by
demonstrating the capabilities of the proposed Transformer-
based framework for mission design.

Scenarios and Benchmarks

The training dataset is constructed by solving a batch of
single-objective SCP problems, each initialized from a con-

2The numerical experiments are implemented in Python and executed on a
workstation equipped with an AMD Ryzen 9 7950X CPU and an NVIDIA
GeForce RTX 4090 GPU.

vex solution with a selected time horizonN that omits
the passive safety constraint in Eq. (5d) and minimizes
the total control cost. Table 1 summarizes the scenario
setup and the domain randomization used to generate the
dataset. Speci�cally, during dataset generation, the �ight
time is randomly drawn from a set of evenly spaced values
between two extremes. In total, 80,000 problem instances are
generated. For each instance, both the convex relaxation and
the corresponding SCP solution initialized with the convex
solution are computed and stored. Only those trajectories
for which the SCP successfully converges are retained, en-
suring that the dataset consists of an even distribution of
convex–nonconvex solutions, where the nonconvex solution
is feasible with respect to the original optimization problem.
Additionally, during inference, the model initializes the RTG
value using the objective of the convex relaxation, which is
the lower bound under the time discretization based on the
�xed time step� t.

To serve as a �exible mission design tool, trajectories must
be generated reliably and ef�ciently across a range of sce-
nario con�gurations. With this in mind, two representative
rendezvous mission scenarios are considered.

Mid-range low Earth orbit rendezvous—The �rst scenario
builds on prior work [64] concerning the design of mid-range
approach maneuvers in a Low Earth Orbit (LEO), where the
target orbit is �xed while the �ight time is varied. Because the
target orbit is �xed, no observation vector is provided when
training the model. The boundary conditions are imposed
on the Radial–Tangential (RT) plane (cf. Table 1). As a
result, the obtained rendezvous trajectories lie predominantly
within the RT-plane, with the servicer exploiting drift in��
through semimajor axis differences to approach the target.
This pro�le is representative of crewed RPOD missions [5].
However, such con�gurations lack inherent passive safety
in relative motion [10], motivating the need for nonconvex
trajectory optimization. The problem setup is summarized in
Table 1, and Figure 3a illustrates 100 sample trajectories from
the training dataset projected onto the RT-plane. Parameters
related to execution error, navigation modeling, unmodeled
acceleration, and risk factors are summarized in Table 4 in
Appendix.

Far-range elliptic orbit rendezvous—The second sce-
nario addresses far-range rendezvous in various elliptic
orbits, where both the �ight time and the orbital ele-
ments of the target are modulated. To provide the dy-
namics context, the target's orbital elements are embed-
ded as the observation vector at each time step asok =
[a; e;sin i; cosi; sin 
 ; cos 
 ; sin !; cos!; sinM; cosM ] 2
R10. This avoids discontinuities arising from angular vari-
ables jumping from2� to 0, and helps the Transformer
model better understand the context. Because the boundary
conditions are not bound on the RT-plane (cf. Table 1),
the generated trajectories via SCP exhibit natural motion
in the normal direction. However, owing to the larger ec-
centricity and the placement of the terminal waypoint near
the boundary of the KOZ on the RT-plane, the resulting
optimization problem remains concentrated in the vicinity of
the RT-plane and is therefore particularly challenging. Note
that the terminal waypoint de�ned in the RTN frame may
not satisfy the passive safety constraint, depending on the
target's orbital elements. Therefore, in this case study, the
passive safety constraint is intentionally relaxed only at the
�nal step to avoid the problem becoming infeasible due to the
con�ict between the terminal state equality and the passive
safety constraint. The process of generating terminal (or mid-
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Table 1: Domain Randomization used for the dataset generation.linspace(xmin; xmax; n) represents ann-element vector of evenly spaced
points betweenxmin andxmax.

LEO Elliptic orbit

� c (t1 )

a 6738:14 [km] linspace(6:5 � 103 ; 11 � 103 ; 10) [km]
e 5:58 � 10� 4 linspace(10� 3 ; 0:35; 10)
i 51:641 [� ] linspace(1 � 10� 3 ; �= 2; 10) [rad]

 301 :037 [� ] linspace(0; 9�= 5; 10) [rad]
! 26:18 [� ] linspace(0; 9�= 5; 10) [rad]
M 68:23 [� ] linspace(0; 9�= 5; 10) [rad]

Time � t = 171 :4 s,N = [30 ; 35; 40; 45; 50]
(whenN = 50 , t f = 140 min.)

� t = 440 :8 s,N = [35 ; 38; 41; 44; 47; 50]
(whenN = 50 , t f = 360 min.)

State representation qnsROE eROE

Initial state xRTN =

2

6
6
6
6
4

� 4:0 � linspace(� 1:4; 1:4; 1000)
� 17:5 � linspace(� 3:0; 3:0; 1000)

0
0

6:849 � linspace(� 1:0; 1:0; 100)
0

3

7
7
7
7
5

[km, m/s]

� a � linspace(� 20:0; � 7:0; 10) [km]
� e � linspace(� 3 � 10� 4 ; 3 � 10� 4 ; 10)

� i � linspace(� 6 � 10� 4 ; 6 � 10� 4 ; 10) [rad]
�
 � linspace(� 3 � 10� 4 ; 3 � 10� 4 ; 10) [rad]
� ! � linspace(� 3 � 10� 3 ; 3 � 10� 3 ; 10) [rad]

� M = � 0:03 [rad]

Terminal state [km, m/s] x RTN =
�

[� 0:75; 0; 0; 0; 0; 0]
[0; � 0:75; 0; 0; 0; 0]

x RTN = [0 ; 1:5; 0; 0; 0; 0]

umax [m/s] 5.0 7.0
(� s [min.]; N s ) (91.7 (� 1 orbit), 30) (360, 30)

(r KOZ [km]; r AE [km]; t switch[min.]) ( 1:0; 0:5; 77 ) ( 6:0; 1:0; 198 )

(a) LEO scenario. (b) Generalized elliptic orbit scenario.

Figure 3: Sampled 100 trajectories from the dataset for two rendezvous scenarios. The lower panels provide zoomed-in views of the
corresponding upper panels.

course) waypoints based on the target's orbit is beyond the
scope of this paper and is left for future work. Moreover,
as eccentricity increases, many orbits intersect the Earth's
surface in practice. This is, however, an intentional choice
made to enhance generalizability across different relative
dynamics scenarios. As with the LEO case, the problem
setup is summarized in Table 1, and Figure 3b presents 100
representative trajectories projected onto the RT-plane.

The performance of the ART is compared with the solution
of the SCP using the convex solution for its initialization. For
simplicity, the following notation is used in the remainder of
the paper:

� CVX: solution of the convex minimum-fuel problem with-
out passive safety
� CVX-SCP: passively safe solution obtained via SCP, ini-
tialized with CVX trajectory
� ART: trajectory generated by the ART inference
� ART-SCP: passively safe solution obtained via SCP, initial-

ized with ART trajectory.

RQ1: Generalization across Flight Time and Dynamics

The generalizability of the ART inference is evaluated based
on the quality of the generated trajectories as warm starts
for the subsequent SCP. To this end, 2,000 withheld test
scenarios are generated, and the performance of CVX-SCP
and ART-SCP is compared across three statistical metrics: (i)
the success rate of convergence in SCP, (ii) the optimality
of the resulting objective values, and (iii) the number of
iterations required for SCP convergence. It is important to
note that the baseline CVX solutions display a wide variation
in cumulative trajectory-level constraint violations (i.e.,c1),
with some trajectories even satisfying the nonconvex con-
straints incidentally. These cumulative constraint violations
provide an indicator of the dif�culty in converging to feasible
solutions. Accordingly, the problems are �rst grouped into
bins based on the cumulative constraint violation of the CVX
solutions, after which the statistical analyses are performed.
Three experiments are conducted to evaluate ART's general-
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